Position Paper Questions for “The Business of Usability:  Developing Metrics to Justify our Existence and Budgets”
Section 1: Basic Information

Email Address: mrettger@mathworks.com


First Name:  Mary Beth Last Name:  Rettger


Phone Number:  508-647-7740

Company:  The MathWorks

Currently a UPA Member? Yes

Section 2: Experience

Question 1: Length of Tenure: 

15+ years (6 yrs at Lotus/IBM, 9 yrs at The MathWorks)

Question 2: Sharing Information: 

Yes

Question 3:  Work Experience

Director of the Usability and Development Training Group, The MathWorks

Manager of the Usability Group, The MathWorks

Senior Usability Specialist, The MathWorks

(The MathWorks is a software company that produces technical computing software… and no, no one really knows what that means.  The software is used for complex algorithm development, and it’s used in a variety of industries and academia)

Manager, Usability Group, Lotus Development/IBM

(Worked on SmartSuite, Lotus’s competitor to Office)

(Don’t know if this is relevant, but…)

President, Usability Professionals’ Association (3 years)

Board member, Usability Professionals’ Association (more yrs than I can count, but not currently)

Question 4: Current Role: 

· Our group has about 23 people working on Usability.  This includes managers, team leads, individual contributors, and a scheduling specialist.  (The company as a whole has about 1400 people)
· Usability staff are assigned to support specific teams, and stay associated with those teams over multiple releases.  Usability staff are co-located with at least one of the teams which they support.   Each usability specialist supports about 8-10 projects concurrently.
· We are responsible for providing support to products that we sell (80+), our external web site, our internal development tools (e.g. bug tracking and build), and other internal systems (e.g., Siebel, HR systems, etc.)

· We have one usability lab.  We also do a fair amount of testing in people’s offices, and Webex testing of non-local customers.  However, I’d estimate only about 25% of the group’s time is spent on testing activities; mostly we are upstream doing requirements gathering or analysis, or design facilitation and consultation.
· We strongly emphasize low-tech, and highly collaborative methods.  We involve team members in every stage of our process from requirements gathering, to wireframe design, paper prototype design, testing and testing observations, and data analysis.  (My motto “If a usability person is sitting in their office by themselves, they are probably doing something wrong.”)

· We do not have a strong emphasis on quantitative data collection.  Two reasons for this:  most of our efforts are focus on the early formative stages of the development process (and all of our testing is formative).  Secondly, when I started the group, and was surrounded by engineers whose grasp of math and stats was well beyond mine, I needed to make sure we didn’t get mired in a discussion of numbers, and lose the sight of the user problems.  So, my solution was to eliminate all numbers so that it just never became an issue.

· I report to one of the three VP’s who runs the product development organization; he’s responsible for all non-engineering functions (qe, doc, program management, etc.).  He reports to the President (who is also the founder of this still privately held company); the President is actively involved in all activities of the company, including design and development.  The President is highly supportive of Usability.  
· This is a highly-engineering driven company.  Engineering leads are responsible for product planning and feature prioritization; technical marketing, where present, plays an advisory role only.

· While most of the usability specialists support products, we have about 5 people working on non-product development projects (e.g., internal systems and external web).  They report to me, but provide support exclusively for non-product areas.

· Usability involvement is an accepted part of our process…but… we don’t have a strongly mandated development process.  So, while many teams involve us actively in their work (about 2/3), there are still teams who are unclear about what we do, or are fairly hostile about getting us involved.  
Section 2: Perspectives

Question 1: Thesis Statement:  

Metrics are a very hot topic at our company at the moment.  About two years ago, one of our large Japanese customers began to push hard on our quality, and expected the MathWorks to be able to document our quality through metrics (as well as document our efforts at improving quality).  Since then, there has been increasing emphasis on metrics.  For most groups in development (engineering, QE, Doc), this is mostly a matter of measuring numbers of bugs or lines of code.  

Our problem is that we don’t have obvious data on which to report.  What I’m struggling with is finding numbers that convey some useful information about our workload, effectiveness, or impact.  What I don’t want to do is conduct activities solely for the purpose of creating something to count.  We have a very streamlined, low overhead process at the moment:  how do we not add overhead just to create data?

A related problem is that demand for our support has increased significantly in the last year.  While it has been possible for most specialists to handle 8-10 products at a time, this is no longer working well.  Specialists feel spread too thin, and teams want us to take on more time-consuming activities (e.g., spec writing).  Staffing levels in development are traditionally set as a ratio (for every 3 developers hired, we know we need to hire another QE person).  There isn’t a stable ratio that we can cite for usability support; very few companies attempt to provide comprehensive support for both shipping and internal projects, so there isn’t an “industry standard” ratio that makes any sense to use.  So, finding ways to explain why I think we need to double our usability staff is another of my current, uhhh, “challenges.”

The company is conflicted about how to prioritize “usability” issues.  Because developers are under significant pressure to reduce their bugs, they push back hard on anything they can reclassify as not a bug.  We have found that most issues reported as usability problems get reclassified as enhancements, the argument being “it’s not a bug if it’s working as we intended; if we need to change the way it works, that’s an enhancement.”   Our group is sympathetic to both sides of this issue:  things that aren’t bugs don’t get fixed (which is bad for users), but we don’t want to alienate developers who are under great pressure.  This naturally impacts using bug counts to demonstrate our efforts.
In addition, we’ve been able to move way upstream in the development process.  Most of our time is spent in requirements gathering and design activities, especially paper prototyping.   We haven’t found an effective way of counting these activities.

Question 2: Impact Tracking: 

Currently, we report on the following:

· Listing of projects/usability specialist (not a count)

· Number of external users paid for participating in studies

· Total number of customer touches (e.g., phone interviews, site visits, surveys)

· Number of internal users tested

Each usability specialist is asked to report on those last thee items monthly. 

None of these are showing impact; they just represent a means of showing the amount of work that we have completed.
Question 3: Documenting Impact: 

Nothing consistent.
When we can get a good story out of our efforts we try to document and talk about that.  For example, one project involving redesign of our Mac Installer led to significant, and easily identifiable, decreases in the number of calls to Tech Support and a decrease in the length of these calls.  We have used this example frequently… but it’s getting old.

Question 4: Current Work or Interest: 

We’ve been experimenting with lots of metrics.  Below is a table of what we’ve tried or plan to try:
	Item
	Comments/Issues

	# of hours of meetings attended per week
	Split this out between standing weekly meetings and other meetings.  

Should be a good metric to use to support additional staffing (specialists attend about 9 weekly meetings on average, and about 20 hours of meetings in a week). 



	# of projects support by specialist
	Might be interesting, but there is no standard list of projects across the company, so it’s hard to explain what this means.

	# of features support by specialist
	There is a standard feature list for each project, but the features aren’t of like size and scope, so the number isn’t meaningful.

	# of customer reported bugs in a recent release of the product
	If we can decide something is a UCD bug, this might be interesting, but since “usability” issues tend to be reclassified as enhancements, this doesn’t work well.

Also, not all “customer reported” problems are actually reported by customers.

	# of customer suggested enhancements in a recent release of the product
	Might be interesting, but since enhancements are of significantly lower priority than bugs at the moment, not as compelling.

Also, not all “customer reported” problems are actually customer reported.

	# of staff working on products vs non-product activities
	Will be useful for staffing request justification.  Of 25 people in the Usability Group, only 13 actually work on product usability.  This difference if often overlooked at staffing time.

	Categorizing activities and counting time spent on those activities by week
	Based on a suggestion by a CMMI auditor.  Plan to try this soon.

Would include activities like: “Design consultation” “customer research” etc.  Goal would not be to account for 40 hours per week, but to determine how much time is spent on the activities that we choose to track.

	Cost of support calls
	Have not found this to be a useful metric.  Limitations in reporting by Technical Support make it hard to isolate issues related to specific usability problems or enhancements.

	Number of support calls
	Same as above.

	Summative usability data (e.g., SUMI, etc.)
	We do no quantitative data collection.  Most of our studies involving customers are more like collaborative design sessions involving paper prototypes or other very early prototypes.

We have considered running specific summative tests to get baseline information on time to completion, but this has never seemed like the best use of resources:  this DOES seem like an example of doing something that will only be useful as an exercise in giving us something to count.

	# of developers observing studies each month
	Plan to try this.  Might be an indicator of level of interest by the team.

	# of external customers contacted (studies, interviews, surveys)
	Do this already.   Somewhat helpful, but how do we decide if a number is good or not.

	# of internal users involved in studies 
	Same as above.

	Units of work
	Promising.

We recently began estimating effort on usability projects using a numeric scale, where 9 = high, 3 = medium, 1= low, and 0 = no coverage.  We explain these values as high = 40% or more of a specialist’s time, medium = 5%-40% of their time, and low = less than 5%.

At the end of the recent product cycle, we noted what level of effort we were actually able to provide, then totaled the values in each column.  So if planned required effort = 300 units, and actual effort provided = 200 units, we can say that we were unable to provide about 100 units of needed work.


Question 5: Relevant Links or Materials: 

I recently attended a one-day seminar hosted by the local American Association of Training and Development Chapter.  Like usability, training organizations are often asked to measure things that are kind of “squishy” (e.g., what was the impact of that management training, have our ethics lectures changed behavior).
The presenter was Judith Hale, who has published a number of books.  We each received a copy of “Performance-Based Evaluation” (Jossey-Bass/Pfieffer, ISBN#0-7879-6035-7).

She presents a number of interesting concepts that we plan to experiment with.  One useful construct was making a distinction between “in-process” metrics and “results” metrics.  Results metrics are general used to demonstrate value of an effort; these are traditional measures like, decreased costs, or increased efficiency.
In-process metrics are what Hale refers to as “leading indicators.”  These are items that you can look to that suggest whether an effort is likely to be effective; often these are measures that mean more to the group trying to do the measurements than to outside observers.  Her example is that if a company is launching ethics training, it’s worth measuring how many people actually sign up, since low attendance is likely to indicate potential failure.  In my group we have discussed using number of developers observing studies as an in-process metrics, since we believe that developer attendance is a pretty good indicator of acceptance of user centered design.

Question 6: Critical Issues for the Workshop: 

I just don’t want to spend the day talking about using customer support calls to show our value; I don’t think this data is completely reliable or always valuable.
Question 7: Issues To Avoid: 

See above.
Question 8: Perspective on Workshop Goals: 

I’m not sure it’s possible to come up with a standardized set, but it might be possible to present a set of best practices or case studies that have worked at different companies.  Seeing a variety of successful examples would provide me ideas of where to start.  The kind of data and the meaning of data varies widely within every company; I’d rather have the inspiration, and then use that as an indicator of where to look for similar data in my company.
